
GovZero: AI Governance Framework and Next
Steps

1. GovZero’s Purpose and Vision

GovZero is  an  internal  governance  framework  designed  for  AI-assisted  software  development.  It
establishes  a  rigorous  five-gate lifecycle ensuring that  intent,  implementation,  and documentation
remain  in  alignment before  any  change  is  fully  accepted .  In  practice,  every  feature  or  fix  in  the
AirlineOps project goes through these gates: 

Gate 1 – ADR (Intent): Document the design intent and trade-offs in an Architectural Decision
Record before coding begins . This ensures clarity on why changes are made. 
Gate 2 – TDD (Tests): Implement unit tests and achieve a minimum coverage (≥40%) to verify
correctness . No code is done until tests pass under this gate. 
Gate 3 – Docs (Documentation): Update or create user-facing documentation to reflect the change

. (Required for “Heavy” changes that affect external behavior.) 
Gate 4 – BDD (Behavior): Validate external contracts via behavior-driven tests (e.g. integration or
acceptance tests) . (Also for Heavy changes only.) 
Gate 5 – Human Attestation: A human reviewer (the developer or project owner) personally
executes and observes the system and then attests that the ADR’s promises were fulfilled . This
final “closeout” gate is unique – only a human can close it by explicitly signing off on the outcome.
The human’s sign-off is the sole authority that a change is complete . The AI agent can present
evidence (test results, generated docs, etc.), but cannot self-approve the change.

What GovZero does: It enforces a tight feedback loop where the AI agent and human collaborate under
clear rules. The agent is responsible for writing code, tests, and docs (under human guidance), while the
human must ultimately verify everything in a hands-on manner. This ensures that no feature is “done” until
the intent (ADR), the code, and the docs all match up – if any link in this chain breaks, the work is not
accepted . By requiring the human to directly witness the software’s behavior, GovZero avoids “rubber-
stamp” approvals based solely on the agent’s summaries . In other words, the human must see the tests
pass,  run  the  commands,  and  read  the  docs  themselves  before  marking  the  ADR  as  Completed or
Validated.  This approach treats each development iteration as a  learning loop for both the agent and
human: nothing is considered learned or completed until a person has observed the results and recorded
what was learned .

What GovZero wants to do: The vision is to formalize a governance model where AI pair-programming is
safe,  transparent,  and  reproducible.  GovZero  aims  to  provide  “north-star”  constitutions –  guiding
principles that are consistently enforced. For example, it mandates that all work passes through all relevant
gates, that documentation and final attestation are inseparable, and that only humans can give final approval

. In practice, GovZero has evolved through several versions (currently v6), refining these rules. A recent
evolution  explicitly  linked  Gate  3  and  Gate  5:  user  documentation  is  now  treated  as  part  of  the
attestation  proof (i.e.  the  docs  themselves  demonstrate  the  system’s  correct  behavior) .  GovZero’s
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philosophy is that governance should not be mere bureaucracy – each gate adds real value by catching
misalignment between what was intended, what was built, and how it’s explained . The end goal is a
framework that can be applied broadly so that AI-assisted projects remain trustworthy and auditable without
slowing  down  development.  GovZero  essentially  wants  to  make  AI  pair  programming  viable  for  daily,
production-level  work  by  encoding  engineering  best  practices  (design  records,  testing,  reviews)  into  a
structured workflow.

2. Recommendations to Enhance GovZero and Develop gzkit

GovZero is already a robust system in AirlineOps, used “full, constant, daily.” To further improve GovZero
itself and to facilitate extracting it into gzkit  (a reusable GovZero toolkit), I recommend the following:

a. Improving the GovZero Framework

Ensure Single Source of Truth for Rules: Streamline how governance rules are defined so there’s no
discrepancy  between  documentation  and  tooling.  For  example,  an  issue  was  noted  where  ADR
status  labels  in  docs  (e.g.  showing  “Completed”  with  an  audit  flag)  didn’t  match  the  intended
GovZero lifecycle term “Validated” . This kind of mismatch can confuse the process. The remedy is
to have one canonical definition of statuses and gate criteria (perhaps in a machine-readable form)
and have all tools reference it. In fact, the project has introduced a governance manifest JSON to
mirror  the  human  policy  docs .  Going  forward,  any  change  to  the  governance  (e.g.
renaming a gate or status) should be made in that canonical file and automatically propagated to
documentation and scripts. This will prevent drift. Tools like the ADR status table generators and
agent  prompts  should  pull  from  these  definitions  so  that  (for  instance)  an  ADR  marked  “Audit
Verified: Yes” automatically shows as Status: Validated in reports . 

Align Tooling, Docs, and Agent Behavior: Perform regular “governance audits” to keep all parts of
the system in sync. Recently, a chore was identified to audit and align governance documents, CLI
tools  (like  opsdev  commands),  and  agent  skills .  Such  audits  should  continue  as  GovZero
evolves. For example, if  Gate definitions update or a new step is added (say a new code quality
check), ensure: 

Docs (charters, guides) reflect it, 
Automation (CI checks, pre-commit hooks) enforce it, and 
Agent skills/instructions incorporate it. 

The project already follows this pattern by defining a canonical policy then  building tooling to enforce
alignment, with checks in pre-commit/CI . Continuing this practice will catch inconsistencies early. As
a concrete improvement, the .github/discovery-index.json  (used by agents for guidance) should be
kept  up-to-date  with  any  new  gate  procedures,  and  the  govzero  manifest/charter  should  be  the
reference for that agent index . Automated tests or linting can even scan for common alignment issues
(e.g. if an agent skill  exists to run a Gate 5 ceremony, ensure the docs mention it, and vice versa). This
reduces the manual effort of syncing multiple “surfaces” of GovZero.

Enhance Usability of Gate 5 Attestation: The Gate 5 human-attestation process is critical but also
the most manual. To strengthen it without losing rigor, consider improvements like a standardized
“Attestation form” or checklist for the human to fill out each time (this was proposed as an OBPI
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Audit Form) . In AirlineOps, a markdown template was introduced for the attestation step,
prompting the human to record what commands they ran, what they observed, any deviations, and
an explicit attestation statement . This is an excellent practice. To improve it further: integrate
this form into the workflow so it’s not easily skipped. For example, a GitHub pull request template or
issue template could include the Gate 5 checklist, or the opsdev  CLI could generate the form when
development on an ADR is  “supposed” to be done.  The human would then fill  it  out  as  part  of
merging the change.  By formalizing the attestation in  a  structured way,  you make the learning
captured in Gate 5 more consistent and auditable. It also provides data to analyze later (e.g. to see
how many iterations often happen before a “Completed” attestation is achieved, and why).

Leverage the JSON Ledger for Learning: GovZero already logs design decisions and events in a
JSONL ledger ( design-outcomes.jsonl  in each ADR folder) . This is a great resource to mine
for  improving  the  process.  I  recommend  building  a  habit  (or  tool)  to  review  those  ledgers
periodically to extract insights: Did certain gates catch most of the issues? Are there patterns in the
“rework”  events  or  reasons  for  rejection  at  Gate   5?  This  could  inform  tweaks  to  GovZero.  For
example, if the ledger shows frequent rework  events due to missing test coverage, maybe Gate 2’s
criteria or the agent’s approach to writing tests need adjustment. Over time, these logs will validate
that GovZero’s strictness is paying off (or reveal if any gate isn’t adding value). Incorporating such
feedback closes the meta-learning loop on the process itself.

Provide Guidance for Lite vs Heavy Lane: GovZero defines a Lite lane (Gates 1 & 2 only) for changes
that don’t affect external behavior, and a Heavy lane (all 5 gates) for public-facing changes . This
distinction is smart for efficiency. To improve developer experience, ensure the criteria for when to
escalate  to  Heavy  are  crystal  clear  and  maybe  automatically  detected.  For  instance,  you  could
implement a check in the CLI:  if  an agent or human marks an issue as changing an API/CLI  or
schema, the tooling could flag “Heavy lane required” and scaffold the additional Gate 3-4 artifacts.
Conversely, for minor internal refactors, the tools could operate in Lite mode by default to save time.
Making lane selection an explicit step (possibly part of issue creation or ADR writing) with tooling
support  will  facilitate correct  usage.  It  prevents over-burdening small  changes with unnecessary
process, while still enforcing full rigor when it truly matters (external contracts).

Keep Versioning and Naming Consistent: As GovZero evolves (v4, v5, v6…), maintain backward
reference but push projects to use the latest rules. The AirlineOps team already did a “naming and
version tidy”  chore to  update  all  references  to  GovZero v6 in  active  docs  and code .  Similar
version bumps in the future should be accompanied by migration notes (perhaps an upgrade guide
in docs/governance/GovZero/  describing what changed from v6 to v7, etc.). This will help when
applying GovZero to other projects: users need to know exactly which “edition” of the rules they are
following. One idea is to include a version header in the GovZero charter (which is already there )
and also in the machine-readable manifest,  and have the tools output the GovZero version they
enforce. That way, if someone uses gzkit  on a new project, they can easily check “This is GovZero
v6 rules”. Clear versioning will facilitate trust and updates.
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b. Facilitating the Development of gzkit

To make gzkit  (GovZero Kit) a successful, reusable toolkit, here are recommendations:

Modularize and Generalize the Codebase: Extract the governance logic from AirlineOps into a self-
contained  module.  Currently,  many  GovZero  mechanisms  are  intertwined  with  the  AirlineOps
repository  (documents  in  docs/governance/ ,  agent  skills  under  .github/skills/ ,  CLI
commands  in  opsdev ,  etc.).  Begin  isolating  these  into  a  gzkit  package  (the  RFC  suggests
placing it  under  tools/gzkit/  for  now) .  This  module  should  contain:  the  CLI  commands
implementing the five phases/gates, templates for ADRs and audit forms, and perhaps a default
AGENTS.md  or agent instructions. By corralling all GovZero-related code and templates into one

place, you make it easier to later spin out into a standalone repo or PyPI package. The ultimate goal
(per the RFC roadmap) is to detach gzkit as its own package once AirlineOps hits 1.0 , so the work
now is to minimize project-specific assumptions in that code. For instance, ensure paths and project
names are not hard-coded – use configuration (perhaps a  governance_manifest.json  in each
project) so that gzkit  knows where to find source, tests, docs in any repo .

Draw Inspiration from GitHub Spec-Kit’s Structure: Spec Kit is a reference framework that gzkit
explicitly builds upon . Embrace the parts of Spec Kit that make adoption easy – for example, Spec
Kit bootstraps a new project by creating standard folders ( .specify/  with templates, .github/
prompts/  for agent commands, etc.) . gzkit  could offer a similar “init” command to set
up a new repository with GovZero defaults. This might create a docs/governance/  directory with
the GovZero Charter and template ADR, install pre-commit hooks for tests/linters, and drop in an
example  AGENTS.md  contract.  By  automating  setup,  you  reduce  the  barrier  for  others  to  try
GovZero.  Also,  consider  adopting Spec Kit’s  idea of  a  project  Constitution  –  Spec Kit  has a
constitution.md  to capture non-negotiable principles. In GovZero’s context, the Charter (or a

project-specific variant of it) serves this role.  gzkit init  could prompt the user to customize a
few high-level settings (e.g. coverage threshold, whether to use Heavy mode by default) and write
out a Charter/Manifest reflecting those.  This way,  each project can tweak small  things while the
overall framework remains consistent.

Provide Clear CLI Phases/Commands: Align the gzkit  CLI verbs with the familiar development
cycle.  The  plan  (per  the  RFC)  is  to  mirror  Spec  Kit’s
Constitute→Specify→Plan→Implement→Analyze phases ,  mapped  onto  GovZero’s  gates.
Ensure the commands are intuitive. For example: 

gz constitute  – initialize governance docs (charters or constitutions). 
gz specify  – create an ADR (Gate 1) or an iteration brief. 
gz plan  – link specs and prepare test scaffolds (could insert placeholders for Gate3/4 tasks if

needed). 
gz implement  – run the Gate 2–4 verifications (execute tests, build docs, run BDD tests, etc.

automatically) . 
gz attest  (or gz analyze ) – guide the user through the attestation (Gate 5) process . 

Having a one-word command for each phase will make it easy to remember and script. The RFC’s table
shows  this  mapping  clearly  –  for  instance,  implement  would  encapsulate  running  unit  tests,
documentation build, and BDD scenarios in one go . By providing these as distinct steps, you also allow

• 

26

27

28

• 
29

30 31

32

• 

29

• 
• 
• 

• 
33

• 33

33

4

https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L43-L47
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L50-L58
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/config/governance_manifest.json#L44-L53
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L2-L5
https://developer.microsoft.com/blog/spec-driven-development-spec-kit#:~:text=Once%20Specify%20bootstraps%20the%20project%2C,specify
https://developer.microsoft.com/blog/spec-driven-development-spec-kit#:~:text=The%20,tasks
https://developer.microsoft.com/blog/spec-driven-development-spec-kit#:~:text=In%20addition%20to%20the%20above%2C,set%20of%20conventions%20that%20guide
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L2-L5
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L134-L143
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L134-L143
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L134-L143


users to enter the workflow at the right point (sometimes they might redo gz implement  multiple times
during development until all checks pass, then run gz attest  once). This chunking of functionality will
facilitate integration with editor tasks or CI pipelines as well.

Emphasize Editor/Agent Integration: One of GovZero’s principles is “Editor-first” – acknowledging
that developers will be using VS Code/Copilot or similar . Spec Kit adds value by bundling VS Code
slash commands (e.g. /specify , /plan , /tasks ) that trigger each phase inside the IDE with
an AI agent . gzkit  should consider a similar integration, especially since you already use
Claude  Code  and  GitHub  Copilot in  AirlineOps.  Perhaps  supply  a  default  set  of  .github/
commands/  or prompt templates for popular agents. For example, a /gz:attest  command could
prompt an AI to walk the human through the closeout ceremony step-by-step, or /gz:plan  could
prompt it to generate a skeleton ADR and test outline. This would be analogous to how Spec Kit
injects prompt templates for Copilot . By piggybacking on the editor/agent interface, gzkit can
guide users through the GovZero process interactively, which is much friendlier than expecting them
to read docs and remember rules. In short, make gzkit not just a CLI, but a VS Code extension or set
of Copilot chat commands that reinforce the workflow.

Make gzkit Configurable but Opinionated: One challenge in extracting a governance framework is
balancing flexibility with integrity. GovZero is quite opinionated (e.g. only markdown for governance
artifacts, no alternatives ). This is a strength – it provides a clear path. Gzkit should preserve these
strong opinions by default (e.g. always generate markdown ADRs and audit forms, enforce commit
message conventions linking issues). However, allow some configuration for different project needs.
Perhaps use a  gzkit.yml  or extend the  governance_manifest.json  concept to let projects
toggle certain features (for instance, some projects might not use BDD testing at all – they could
disable  Gate   4  in  config).  The  key  is  to  retain  the  core  philosophy  (the  five  gates  and  human
attestation are mandatory ) while making less fundamental parts adjustable. An example is the
verification commands: in AirlineOps, heavy mode runs coverage, mutation tests, security audit,
etc. .  Another  project  might  want  a  different  set  of  checks.  Gzkit  can load a  config for  such
commands.  By structuring it  this  way,  you make gzkit  applicable to,  say,  a  JavaScript  project  by
swapping out the test command, or to a small toy project by turning off BDD gates. Documentation
should clearly indicate what is configurable versus what is fixed “GovZero law.”

Testing  and  Documentation  for  gzkit: Treat  gzkit  itself  as  a  product  that  needs  its  own
documentation and tests. Provide a “Getting Started” guide that shows how to add gzkit to a new
repository or an existing one. This should include an example repo (perhaps a minimal template
repository governed by GovZero) that people can reference. Moreover, as you extract the code, write
unit tests and integration tests for the gzkit CLI and its key functions (e.g. does  gz implement
correctly fail if a test fails? Does gz attest  refuse to proceed if Gate 3 docs are missing?). This is in
line  with  GovZero’s  dogfooding:  the  tool  enforcing  quality  should  itself  be  high-quality.  When
publishing gzkit, a good README and maybe a tutorial (similar to how BMAD or Spec Kit have their
docs sites) will accelerate adoption. Remember that outside contributors or users won’t have the full
context of  AirlineOps,  so the kit’s  docs should encapsulate the  why and  how of  the process in a
standalone manner.

• 
34

35 36

31

• 

37

10

38

• 

5

https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L34-L38
https://developer.microsoft.com/blog/spec-driven-development-spec-kit#:~:text=Slash%20Commands
https://developer.microsoft.com/blog/spec-driven-development-spec-kit#:~:text=,tackle%20to%20implement%20the%20project
https://developer.microsoft.com/blog/spec-driven-development-spec-kit#:~:text=The%20,tasks
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L30-L38
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-GZKIT-FOUNDATION.md#L14-L18
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/config/governance_manifest.json#L74-L82


3. Comparison: GovZero vs. GitHub Spec Kit vs. TÂCHES’ “Get Shit
Done” Kit

GovZero (gzkit) and GitHub Spec Kit – similarities and differences: GovZero’s approach is conceptually
aligned with GitHub’s  Spec Kit in that both advocate  spec-driven development. In fact, gzkit explicitly cites
Spec Kit’s phase model (Constitute → Specify → Plan → Implement → Analyze) as its foundation . Both
frameworks front-load the definition of requirements/architecture before coding and leverage AI agents to
implement code according to a spec. For example, Spec Kit has you write a high-level spec ( /specify
command) and a technical plan ( /plan ), which is analogous to GovZero’s ADR (Gate 1) and test strategy.
Both then break work into tasks ( /tasks  in Spec Kit, or OBPI briefs in GovZero) and rely on the developer/
agent to carry them out. 

However,  GovZero  goes  further  in  enforcing  the  downstream  verification  and  human  oversight.
Spec Kit’s process largely ends with the AI generating code from the tasks; it doesn’t prescribe an explicit
human validation stage beyond normal code review. GovZero, by contrast, adds formal gates for testing,
documentation, and a strict human attestation. In GovZero, even after code is generated, it must pass
automated tests (Gate 2), produce updated docs (Gate 3), and pass acceptance tests (Gate 4) before the
human signs off (Gate 5) . This is a more rigorous, end-to-end lifecycle. Spec Kit also encourages quality
(it integrates with your CI and even creates a git branch for the feature automatically), but it assumes once
the AI finishes the tasks,  the usual software process (CI,  review) takes over .  GovZero essentially
formalizes that review into the methodology itself (especially the final attestation being required). Another
difference is in artifacts and formality: Spec Kit generates a Product Requirements Doc and Technical Plan in
Markdown, and uses a “constitution” file for overarching principles . GovZero similarly has markdown
ADRs and charters, but also machine-readable records (JSON logs, manifest) and a defined audit ceremony.
GovZero’s language of “gates” and “attestation” feels a bit more like an internal QA or governance process,
whereas Spec Kit is framed as a developer productivity tool. 

In summary, GovZero is more opinionated and stricter: it mandates specific gates and uses the human as
a quality gatekeeper, ensuring nothing slips by. Spec Kit is more of a template: it sets up a structure for
specs and tasks and leaves enforcement largely to the developer’s discretion (or organization’s policies). If
Spec Kit is a guide rail for AI-assisted development, GovZero is a  guardrail plus checkpoint – it actively
stops progress until criteria are met and a person confirms completion. This makes GovZero well-suited to
cases where  safety and correctness trump speed, or when training less-experienced contributors (they
can’t accidentally bypass writing tests or docs because the process won’t let them). On the other hand,
Spec Kit might be seen as more lightweight in teams that just want a bit of structure but not an entirely new
governance layer. Notably, GovZero also integrates deeply with the AI agent’s operating instructions (via
AGENTS.md  contract and custom skills) to enforce behavior, something Spec Kit doesn’t do. Spec Kit is

agent-agnostic to an extent, whereas GovZero explicitly tailors the agent’s actions: e.g. instructing it to run
one command at a time and wait for human feedback  to satisfy the Gate 5 witness requirement.
This means GovZero and gzkit will shine best in scenarios where you can dedicate an AI agent to follow
these stricter protocols, as was done with Claude Code in AirlineOps.

GovZero vs. “Get Shit Done” (GSD) kit – structured rigor vs. agile speed: TÂCHES’  Get Shit Done kit
represents a very different philosophy from GovZero, almost the opposite end of the spectrum in spec-
driven AI development. GSD is optimized for solo developers who want to move fast with AI (specifically
with  Claude)  and  avoid  anything  they  perceive  as  “enterprise  overhead.”  The  creator  of  GSD  explicitly
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criticizes frameworks like Spec Kit (and by extension, heavy processes) for being over-engineered: “they all
seem to make things way more complicated than they need to be… sprint ceremonies, story points, stakeholder
syncs, retrospectives, Jira – I don’t want to play enterprise theater” . In GSD, you basically describe what you
want in plain language, and the system orchestrates Claude to build it in phases without a lot of formal
documentation.  It  focuses  on  managing  the  AI’s  context  window  and  breaking  work  into  phases
automatically,  but  doesn’t  force  the user  to  write  ADRs or  design docs.  The  emphasis  is  on  rapidly
delivering working code and iterating. As the README says, “What you see: a few commands that just work… No
enterprise roleplay bullshit. Just an incredibly effective system for building cool stuff consistently using Claude
Code.” . GSD will research, plan, execute, and even commit code task-by-task in a very streamlined way,
with commands like /gsd:plan-phase  and /gsd:execute-phase  that handle a lot of the heavy lifting
internally . It even auto-generates meaningful commit messages per task to keep history readable . 

Comparatively, GovZero is more heavyweight but thorough. GovZero demands that for every feature you
explicitly articulate design decisions (ADR), write tests, update docs, and manually verify outcomes. This can feel
slow or “ceremonial” to someone who just wants the AI to crank out code. GSD would likely view GovZero’s
process as bordering on the “enterprise theater” it avoids. However, the trade-off is in assurance. GovZero
provides a higher guarantee of quality and traceability.  In GSD, the AI might “just get it  done,” but the
human may not produce a separate ADR or formal record of why things were done. If something goes
wrong or months later you need to understand a design choice, GovZero’s artifacts (ADRs, audit logs) are
invaluable; GSD might only have commit history and an informal roadmap. Another difference is in target
use-cases: GovZero (so far) is used in a context akin to a long-running project or even educational setting
where every change is documented. GSD is pitched at indie hackers and solo devs who want to prototype or
build products quickly without formal process (“I’m not a 50-person software company,” the author notes

). There’s also a difference in  agent interaction:  GovZero restricts the agent with rules (no flooding
output, ask one question at a time, etc.) to keep the human in the loop , whereas GSD leans on the
agent (Claude) to handle large context and verification autonomously. GSD does include a /gsd:verify-
work  command for manual testing , so it doesn’t completely ignore human validation, but it’s far less
formal – more like “take a look and confirm if you’re happy” versus GovZero’s mandated checklist. 

In short: GovZero is  structured governance,  ensuring even an AI-led development is accountable and
well-documented; Spec Kit is a moderate, guided framework that introduces specs and plans but leaves
final enforcement to the team; GSD is a lightweight, automation-first system that prioritizes speed and
minimal process, suitable for fast prototyping. An even more extreme approach beyond Spec Kit/GSD is
something like  BMAD (“Build  More,  Architect  Dreams”),  which involves  21 specialized AI  agents  and 50+
workflows to simulate an entire agile team  – essentially  maximal process with many AI roles.  GovZero
situates closer to Spec Kit on this spectrum, but with its own unique focus on human judgment as a gate. It
avoids  the  multi-agent  complexity  of  BMAD or  the  ultra-lean  mentality  of  GSD,  aiming for  a  balanced
approach where an AI can be used daily but within a strong safety harness. For an organization or project
that values reliability and learning from each iteration over raw speed, GovZero provides that assurance. On
the other hand,  for  a hackathon or personal  side project,  GovZero in full  form might feel  too heavy –
something like  GSD might  get  you results  quicker  (albeit  with less  governance).  The nice  thing is  that
GovZero’s  upcoming  gzkit could  potentially  be  used  in  a  scaled  manner  –  perhaps  running  in  a  “lite
mode” (just Gates 1-2) for quick experiments, and “heavy mode” (all Gates) for production work . This
would let  teams dial  up or down the formality as needed, bridging the gap between GSD’s agility  and
Spec Kit’s structure.
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4. Strengthening GovZero for Agent-Paired Development

To refine GovZero for the future of human+AI paired programming, I offer a few broad recommendations:

Formalize the Human–Agent Contract: The AirlineOps project already defines an Agent Contract
(in  AGENTS.md )  that  spells  out  how AI  agents  should behave under  GovZero .  This  is  a
fantastic practice that should be carried forward and generalized. As AI coding assistants evolve,
continue  to  update  this  contract  with  best  practices.  For  instance,  if  new  failure  modes  are
discovered  (e.g.  the  agent  tends  to  skip  updating  docs  unless  reminded),  encode  that  into  the
instructions. The contract currently emphasizes step-by-step execution and asking for guidance –
these rules ensure the human stays in control and informed . Reinforce this by potentially adding
checkpoints in the agent’s workflow: after finishing Gate 2 tests, the agent could explicitly prompt,
“Shall we proceed to update documentation for Gate 3?” etc., rather than assuming and moving on.
Maintaining a tight rein on agent autonomy in this way will keep the “paired” dynamic healthy, with
the agent as a junior partner and the human as the lead. 

Augment Agent with Governance Awareness: Make sure the AI agent not only follows orders but
also understands the GovZero process. Concretely, this means baking the gate definitions and criteria
into the agent’s context. The agent should be able to reason, for example, “I have generated code
and tests (Gate 2 complete), next I need to ensure documentation is updated (Gate 3) because this is
a  heavy-lane  change.”  This  seems  to  be  already  facilitated  via  the  .github/discovery-
index.json  or similar, which the agent can consult for gate definitions and verification commands

. Continuing this approach is key. As gzkit matures, consider giving the agent a way to fetch
governance state: e.g. a command to list which gates are done/pending for the current issue. This
could be a simple checklist in the ADR or an entry in the JSON log. The agent can then announce or
check  off  gates  as  it  works  (“Tests  passed  ,  proceeding  to  update  docs…”).  This  kind  of  self-
awareness in the agent will reduce human cognitive load and ensure the agent doesn’t “forget” a
step. Essentially, treat the governance as code: the agent should parse the governance manifest and
behave accordingly. This will strengthen reliability in agent paired development because the AI will
help enforce the rules instead of the human having to remember them all.

Invest in Training and Onboarding: As more developers or contributors might start working with
GovZero (especially if gzkit is open-sourced), it’s important to have a clear onboarding for  humans.
While we often focus on training the AI, the human side needs guidance too – especially if someone
is not used to this style of workflow. Create a concise “GovZero operator guide” (the AirlineOps docs
have an operator runbook which might serve this purpose ). This guide should explain what an
AI paired programming session looks like under GovZero: how to initiate an ADR, how to invoke the
agent’s help,  how to manually run tests and verify outputs,  how to fill  the attestation form, etc.
Essentially, it should prepare a newcomer to effectively be the human half of the pair. By educating
users, you reduce the risk that they misuse the system (e.g. blindly trusting the agent’s output or
skipping  steps).  This  also  fosters  a  culture  where  GovZero  is  seen  not  as  red  tape  but  as  an
empowering structure for collaboration. If gzkit is aimed at external adoption, consider adding a
tutorial or even recording a short video of an iteration in action – seeing the human and AI interact
under these rules can be very illuminating.

Continuous Process Refinement (Kaizen): Encourage an attitude that GovZero itself is not static.
After each major project milestone or a post-mortem, reflect on how the GovZero process helped or
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hindered. Were there instances where the agent struggled to comply or the human felt the process
was overkill? Use those insights to tweak the process. For example, if you find that Gate 3 (Docs) was
often incomplete or poor quality until Gate 5 review, maybe the agent needs a better prompt or
checklist for writing docs (so that docs quality at Gate 3 improves). Or if humans frequently catch
issues  during  attestation  that  could  have  been  caught  earlier,  see  if  Gate   2  or  Gate   4  can  be
strengthened (maybe more thorough tests, or an intermediate audit). Essentially, apply the same
iterative improvement to GovZero as you do to the software product  –  treating the governance
framework as a first-class product in itself. This might involve creating internal “feedback” ADRs or
RFCs (like the GovZero audit form proposal)  to address any shortcomings. By iterating on the
process, you ensure it stays effective and doesn’t become stale or dogmatic.

Explore  Selective  Relaxation  vs.  Escalation: One  interesting  direction  for  agent-paired
development is determining when you need full human oversight and when the AI can be given a bit
more  leeway.  GovZero  currently  takes  a  conservative  stance:  all  heavy  changes  demand  full
human attestation – no exceptions . This is wise for now. But as confidence in the AI grows or
for less critical projects, you might consider modes where Gate 5 can be batched or deferred. For
example, perhaps in a future state, an AI could merge low-risk changes that pass all  automated
gates, and a human attests a batch of them later. Or an AI could perform an “attestation rehearsal” –
running  through  the  steps  and  producing  an  attestation  draft  for  the  human.  I  recommend
experimenting carefully with such ideas in non-critical settings to see if productivity can increase
without sacrificing too much assurance. The result might be guidelines like “For truly trivial changes
(typos, minor refactoring) in Lite lane, human attestation can be implicit if all tests/docs checks pass,”
whereas  anything  beyond that  stays  strict.  Having  this  flexibility,  tuned  by  project  policy,  could
strengthen GovZero’s usefulness across different project types. Essentially, you’d be calibrating the
human-in-the-loop intensity based on risk. Any such relaxation should be done transparently (logged
and perhaps reviewed later) to maintain trust.

Community and Feedback Loop with Other Frameworks: Finally, to keep GovZero cutting-edge,
stay aware of what other AI dev frameworks are doing – and contribute your learnings. Spec-driven
development with AI is a fast-moving area. For instance,  OpenSpec markets itself as a lightweight
spec-driven framework focusing on agreement before coding , and BMAD takes a comprehensive
multi-agent approach . Each of these has a community discussing what works and what doesn’t.
GovZero has real-world “battle testing” in AirlineOps that could provide valuable insight (for example,
you’ve proven that daily agent-human pairing can work with the right checks in place). Engaging with
the wider community (through blog posts or discussions) might bring in fresh ideas to strengthen
GovZero further.  It  can also position gzkit  as  an attractive  alternative  by  highlighting its  unique
strengths  (like  the  human  attestation  focus).  In  practical  terms,  consider  publishing  parts  of
GovZero’s philosophy – e.g.  a write-up on the five gates approach – to get feedback from other
practitioners.  You  might  discover  new  frameworks  or  tools  to  incorporate,  or  even  potential
collaborators for gzkit development. Keeping a dialogue open will ensure GovZero doesn’t evolve in
a vacuum but remains compatible with the broader ecosystem of AI development tools.

By implementing these recommendations,  GovZero can become an even more robust scaffold for AI pair
programming, while  gzkit  can make these benefits accessible to many other projects. The end result
should be a system where an AI coding assistant is not a wildcard risk but a disciplined partner – one that
works within a human-defined governance framework to deliver reliable software, with every step from idea
to implementation accounted for. GovZero’s mantra is effectively “trust, but verify, and verify again”, which is
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exactly the kind of mindset needed as we entrust more of our development process to AI. By refining this
system and sharing it via gzkit, you’re helping define how future engineers might safely collaborate with
artificial  partners  in  building  software.  GovZero can  truly  set  the  “zero-compromise”  standard  for  AI-
assisted development – achieving speed and innovation from the AI, without ever abandoning the hard-won
principles of good software engineering. 

Sources: GovZero Charter and docs ; GovZero Audit Form proposal ; GovZero Kit RFC
;  AirlineOps Issue/Chore  discussions ;  GitHub Spec  Kit  blog ;  GSD Kit  README ;

BMad framework README . 

AGENTS.md
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/AGENTS.md

charter.md
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/GovZero/
charter.md

GOVZERO-GATE-3-5-AUDIT-FORM-ISSUE.md
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/GOVZERO-
GATE-3-5-AUDIT-FORM-ISSUE.md

RFC-GZKIT-FOUNDATION.md
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/governance/gzkit/RFC-
GZKIT-FOUNDATION.md

chore: Align governance rules, tooling, and agent control surfaces
https://github.com/tvproductions/airlineops/issues/68

governance_manifest.json
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/config/
governance_manifest.json

CHORE-govzero-naming-version-tidy.md
https://github.com/tvproductions/airlineops/blob/f0f625fd7602b8394dd604603270154c488ee533/docs/design/briefs/chores/
CHORE-govzero-naming-version-tidy/CHORE-govzero-naming-version-tidy.md

Diving Into Spec-Driven Development With GitHub Spec Kit - Microsoft for
Developers
https://developer.microsoft.com/blog/spec-driven-development-spec-kit

GitHub - glittercowboy/get-shit-done: A light-weight and powerful meta-prompting,
context engineering and spec-driven development system for Claude Code by TÂCHES.
https://github.com/glittercowboy/get-shit-done

GitHub - bmad-code-org/BMAD-METHOD: Breakthrough Method for Agile Ai Driven Development
https://github.com/bmad-code-org/BMAD-METHOD

OpenSpec — A lightweight spec‑driven framework
https://openspec.dev/
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